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4
Vehicle routing with arrival time diversification

Unpredictable routes may be generated by varying the arrival time at each customer

over successive visits. Inspired by a real-life case in cash distribution, this study

presents an efficient solution approach for the vehicle routing problem with arrival

time diversification by formulating it as a vehicle routing problem with multiple time

windows in a rolling horizon framework. Because waiting times are not allowed, a novel

algorithm is developed to efficiently determine whether routes or local search operations

are time window feasible. To allow infeasible solutions during the heuristic search, four

different penalty methods are proposed. The proposed algorithm and penalty methods

are evaluated in a simple iterated granular tabu search that obtains new best-known

solutions for all benchmark instances from the literature, decreasing average distance

by 29% and reducing computation time by 93%. A case study is conducted to illustrate

the practical relevance of the proposed model and to examine the trade-off between

arrival time diversification and transportation cost.

This chapter is based on:

M. Hoogeboom and W.E.H. Dullaert. Vehicle Routing with arrival time diversification.

European Journal of Operational Research appeared 16 May 2019.

4.1 Introduction

Cash-in-transit (CIT) companies transfer valuable goods to banks, ATMs, and stores.

For security reasons and owing to legal regulations, these companies must use varying

routes. Interviews with safety managers of CIT companies in the Netherlands indicate

that the moment of arrival at the customer and the periods when the vehicle is

stationary are the most vulnerable points on the transportation journey. Inspired by

this real-life case, this study focuses on alternating the arrival times at each customer

and minimizing transportation costs. Additionally, waiting time is not allowed, to

minimize the time that an armored truck is stationary.



Vehicle routing with arrival time diversification

To the best of the authors’ knowledge, there are only three studies focused on alternat-

ing arrival times over successive visits to a customer. In Calvo and Cordone [2003], the

overnight security service problem was introduced, in which a set of different traveling

salesman problem (TSP) solutions should be obtained. This problem was solved by

generating different instances for the TSP with time windows: the initial customer

time windows were split into four sub-windows, and they were assigned to four subsets

of customers in 4! ways. In Yan et al. [2012], a mathematical model was formulated

in which the current arrival time at a customer should vary by at least ε minutes

compared to previous arrival times; moreover, a small case study was considered using

CPLEX. In Michallet et al. [2014], the vehicle routing problem (VRP) with arrival time

diversification was formulated by varying the arrival time at each customer by at least

ε minutes over P successive visits. This problem was solved in a periodic setting by

proposing a heuristic in which waiting time is not allowed. A time-dependent penalty

function was used to penalize arrival times that violate the arrival time diversification

constraint. The periodic setting and the time-dependent penalty function complicate

this method, as a local search operation in one period can also modify the penalties

in other periods. Thus, the evaluation of the local search moves is computationally

intensive.

In this study, a more efficient and powerful solution method is presented for the same

arrival time diversification problem as in Michallet et al. [2014]. In the proposed

method, a rolling horizon setting of one day is used, whereas in Michallet et al. [2014],

the problem was solved in a periodic setting. As CIT orders are received on short

notice, a CIT plans its routes on a daily basis, and thus the rolling horizon approach

matches this real-life setting. Instead of penalizing previous arrival time intervals as in

Michallet et al. [2014], the proposed method deletes the P previous arrival times from

the solution space, along with the surrounding bandwidth ε. The result is a routing

problem with multiple time windows in which each customer is still available for service.

Therefore, the problem is modeled as a vehicle routing problem with multiple time

windows (VRPMTW) in which the multiple time windows are constructed in a rolling

horizon setting by deleting the arrival intervals of previous days.

As waiting time is not allowed, it is not efficient to use existing algorithms for the

VRPMTW that allow waiting time (e.g., Belhaiza et al. [2014], Hoogeboom et al.

[forthcoming]). Therefore, a novel algorithm is presented for determining whether a

departure time from the depot exists, so that no waiting time will occur during a given

route. Moreover, this algorithm can also be used to efficiently determine whether local

search moves will result in a time window feasible route. A simple iterated granular

tabu search is proposed to illustrate the performance of the VRPMTW formulation

and the proposed algorithm. Because infeasible solutions are allowed during the search,

four separate measures are considered to penalize time window violations, and these

measures are compared based on the computational time and solution quality of the

metaheuristic. The metaheuristic is tested on benchmark instances from the literature

and on a real-life instance in which the trade-off between arrival time diversification

and transportation costs is demonstrated.
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4.2. Literature review

The contribution of this study is fourfold. (1) A new solution approach is presented for

the vehicle routing problem with arrival time diversification (VRPATD) that is capable

of supporting decision making in various practical settings, e.g., for the transportation

of valuable goods (Yan et al. [2012], Michallet et al. [2014]) or for patrolling routes

performed by security companies (Calvo and Cordone [2003]). (2) An efficient method

is proposed to determine whether a route is time window feasible when multiple time

windows are available per customer and when waiting time is not allowed. (3) Four

different methods for penalizing violations of the multiple time windows and waiting

time constraints are developed and tested. (4) The proposed iterated granular tabu

search obtained new best known solutions to all benchmark instances generated in

Michallet et al. [2014]. Compared to the results in Michallet et al. [2014], total distance

is reduced by 29% and computational time by 93% on average.

This chapter is organized as follows. In Section 4.2, an overview of the literature related

to routing diversification and multiple time windows is provided. In Section 4.3, the

problem description and the mathematical model are presented. In Section 4.4, the

handling of multiple time windows is described: the algorithm for determining route

feasibility is proposed in Section 4.4.1, and different penalty functions are described

in Section 4.4.4. The iterated granular tabu search is described in Section 4.5. The

computational results are reported in Section 4.6, and the conclusions are presented in

the last section.

4.2 Literature review

There is an extensive literature on constructing consistent routes to ensure that the

same driver visits the same customers at approximately the same time on each day

these customers need service (Groër et al. [2009], Coelho et al. [2012], Kovacs et al.

[2014]). The converse problem of finding unpredictable routes is a relatively new topic.

There are two streams in the literature, each focusing on a different aspect of route

inconsistency: order diversification, and arrival time diversification.

The m-peripetic vehicle routing problem (m-PVRP) is the most restrictive way to

model order diversification. The objective of this problem is to find a set of edge-disjoint

routes of minimal cost over m periods such that each customer is visited exactly once

per period. It is a generalization of the VRP and the m-peripatetic salesman problem

(m-PSP). The m-PVRP was first studied in Ngueveu et al. [2010], where lower and

upper bounds for the problem were presented. A drawback of this model for practical

application is that it is strict: if customers are served in the order a − b, then edge

(a, b) is removed and the reverse order b− a cannot be used anymore.

In Talarico et al. [2015a], this constraint was relaxed by formulating a similar problem

called the k -dissimilar vehicle routing problem (kd-VRP). The goal is to find k different

VRP solutions for which the similarity between a pair of solutions is below a certain

threshold. Even though multiple use of an edge is allowed in the kd-VRP, it is restricted

by a constraint on the similarity between the k solutions. In Talarico et al. [2015a],

various similarity measures were presented to compare VRP solutions based on, among
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Vehicle routing with arrival time diversification

others, the number of shared edges and the cost of the shared edges. The objective

function differs from the standard objective of minimizing distance, as it minimizes the

worst-case cost across the k solutions.

In Akgün et al. [2000], it was argued that edge diversification does not necessarily

imply that routes are geographically spread. Geographically spread routes are used for

the transport of hazardous materials, where the risk of an accident must be equally

divided over the population. In Dell’Olmo et al. [2005], spatially dissimilar paths were

introduced by measuring the intersection of the areas surrounding paths. The buffer

zone of a path is defined as the area obtained by moving a circle over the edge. In this

method, a set of Pareto-optimal paths is obtained by solving a multi-criteria shortest

path algorithm. Buffer zones for these paths are calculated using GIS, and then the

subset of paths with maximal spatial dissimilarity is selected.

In Bozkaya et al. [2017], a bi-objective function was used to minimize the transportation

cost and the security risk of transporting cash. A composite risk measure was proposed

that is the weighted sum of the predictability and the risk of a solution. Predictability

is measured by the number of times an arc is used compared to the solutions on

previous days. Risk is defined by a measure using the social-economic status of the

neighborhoods through which the vehicles travel. In Talarico et al. [2015b] and Talarico

et al. [2017], another risk measure was proposed that is proportional to the amount of

cash carried and the distance covered by the vehicles.

The second approach to designing unpredictable routes consists in varying the arrival

time at each customer over successive visits. In Calvo and Cordone [2003], the im-

portance of differing arrival times was pointed out in the case of overnight security

patrolling. It was argued that it is not the routing of the guards that matters but

the time at which each location or customer is served. Therefore, the goal is to find

a set of different solutions in terms of arrival times. It is assumed that all customers

have the same service time window. First, the routing problem without arrival time

constraints is solved and the corresponding assignments of the customers to the guards

is fixed. Secondly, the customer’s time window is split into four sub-time windows

and the customers are divided into four groups based on their arrival times in the

solution. Finally, for every guard, 4! = 24 different solutions are created by changing

the sub-window assigned to every customer set and solving the corresponding TSP

with time windows. Thereby, 24 different solutions are created for each guard, one of

which is randomly selected every night.

In Constantino et al. [2017], the problem of collecting the safes from parking meters

was discussed. In this case, an arc represents a task; the goal is to minimize the total

routing time and maintain a similarity index less than a certain value. To measure

the similarity between tours on different days, each day is divided into a fixed number

of periods containing a fixed number of tasks. The similarity index of two routes is

defined as the percentage of tasks that are performed in the same period. A MILP

model was formulated and a metaheuristic was proposed to solve this problem for H

days simultaneously.

68



4.2. Literature review

In the model proposed in Yan et al. [2012], the current arrival time at customer i should

differ by at least βp minutes from the pth previous arrival time with p ∈ {1, . . . , P}.
This minimum arrival time difference decreases for arrival times further away in the

past, i.e., β1 ≥ β2 ≥ β3 ≥ . . . . For example, when the route for Saturday is planned,

the arrival time at customer i should differ by at least β1, β2, and β3 minutes from the

previous arrival times on Friday, Thursday, and Wednesday, respectively. Furthermore,

it is allowed that δp% of the customers violate the arrival time constraints compared to

the previous day p. The allowed percentage δp is smaller if the preceding day is closer.

It should be noted that it may happen that the arrival time at the same customer is

always violated. The problem is formulated as an integer multiple-commodity network

flow problem. To solve instances of approximately 40 customers, the schedule day is

divided into several time periods, thus creating multiple sub-problems that are solved

individually by CPLEX. Owing to the limitations of standard solvers, the algorithm

cannot handle larger-scale (practical) instances in a reasonable timespan.

To generate unpredictable routes in Michallet et al. [2014], a periodic VRPTW was

presented in which customers must be visited daily and the arrival times must be

spread across each customer’s time window. The model does not allow waiting time,

and subsequent visits to the same customer must differ by a given time constant ε.

An iterated local search was proposed in which infeasible solutions are allowed during

the search. Arrival times that violate the time window or the arrival time spread

constraints are penalized at each customer by a piecewise linear function. Therefore,

every departure time from the depot results in a different total penalty. Forward and

backward costs are used to calculate the minimum penalty of a route and to efficiently

evaluate local search operators. The forward cost and backward cost are the total

penalty of serving a customer sequence σ if the last customer is served at time t and if

the first customer is served at time t, respectively. Owing to the time-dependent penalty

functions at each customer, these forward and backward costs are also time-dependent

and should be calculated for every time point, which is a computationally intensive

task. Furthermore, the periodic setting increases complexity, as a change in one route

in a specific period can change penalties in other periods.

Only in Michallet et al. [2014] was the arrival time diversification problem solved for

medium to large-sized instances of the VRP. Therefore, the problem instances and

the solution method in that study will be used to benchmark the proposed solution

approach. A solution method for the VRPATD is proposed that improves all results in

Michallet et al. [2014]. A rolling horizon approach of one day is proposed, rather than

a periodic solution approach in combination with the time-dependent penalty function

as in Michallet et al. [2014]. In each period, arrival time slots from previous days are

removed from the solution space, resulting in a vehicle routing problem with multiple

time windows (VRPMTW). This reduces the problem complexity and the solution

space compared to Michallet et al. [2014], making it easier to find promising solutions.

To the best of the authors’ knowledge, there is no published study on routing problems

with multiple time windows without waiting time. Recently, in Tricoire et al. [2010],
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Belhaiza et al. [2014], and Hoogeboom et al. [forthcoming], algorithms were presented

to minimize the duration of a route by determining the optimal departure time from

the depot for the VRPMTW, in which waiting time is allowed. In the present case,

as waiting time is not allowed, the duration of a route is fixed because it consists only

of the travel and service time. Furthermore, it should still be determined whether a

departure time exists for which the route is feasible, i.e., in which every customer is

served in one of its time windows without causing any waiting time. Existing algorithms

for the VRPMTW that minimize duration are not efficient for the present problem.

Therefore, a novel algorithm is proposed for determining the time window feasibility of

a route for the VRPMTW without waiting time. The reader is referred to Hoogeboom

et al. [forthcoming] for a more extensive literature review on the VRPMTW.

4.3 Model formulation

In the vehicle routing problem with arrival time diversification (VRPATD), the current

arrival time at customer i should differ by at least εi minutes from the P previous arrival

times at customer i. Arrivals before the start of a time window are not allowed because

waiting times are forbidden for security reasons. The CIT company plans the routes

on a daily basis because in practice, replenishment orders are received on short notice.

Therefore, the VRPATD is addressed as a rolling horizon VRPMTW of one day, in

which the multiple time windows are constructed by deleting the P previous arrival

times with bandwidth εi from the initial service time window of customer i.

The problem is defined on a complete directed graph G = (V,A) with vertices

V = {0, 1, . . . , n, n+ 1} and arc set A = {(i, j) ∈ V × V : i 6= j}. The vertices

V ′ = {1, . . . , n} correspond to the set of customers that should be served and nodes 0

and n+1 represent the depot. The set of customers that should be served may differ per

day; therefore, V ′δ ⊆ V ′ represents the customers on day δ, and Aδ is the corresponding

arc set. A non-negative travel time τij is associated with each arc (i, j) ∈ A, and let K

be the set of available homogeneous vehicles. The demand and service time of customer

i ∈ V ′ are given by qi and si, respectively. The demand and service time of the depot

are set to zero, i.e., q0 = qn+1 = s0 = sn+1 = 0. For all vertices i ∈ V , let [ei, li]

be the initial service time window in which it is possible to start serving customer i.

The capacity of a vehicle can be restricted for physical, security, or insurance reasons.

Let Q denote the maximum value that an armored truck may carry. Furthermore, the

duration of a route of an armored truck is limited by the working hours of the drivers,

and is denoted by D.

Let αip be an input parameter representing the pth previous arrival time at customer

i, where i ∈ V ′ and p ∈ {1, . . . , P}. The current arrival time at customer i should

differ by εi time units from the P previous arrival times at customer i. It should be

noted that P and εi are input parameters, and the maximum length of εi depends on

the length of the initial service time window and P as follows: εi = bφ× εmax
i c, where

φ ∈ [0, 1] and εmax
i = li−ei

2P
.
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4.3. Model formulation

To illustrate the arrival time solution space at customer i, the example in Figure 4.1

is considered. By removing intervals with radius εi around the previous arrival times,

the solution space consists of multiple time windows in which the customer is still

available for service, indicated by the thick green lines in Figure 4.1. This implies that

it is required to select one of the available time windows for each customer. Thereby, the

problem can be formulated as a VRPMTW. Let Ti = {1, . . . , |Ti|} be the index set of

the time windows of customer i and let {[e1
i , l

1
i ], . . . , [e

|Ti|
i , l

|Ti|
i ]} be the non-overlapping

time windows of customer i, with e1
i ≤ l1i < e2

i ≤ l2i < . . . ≤ l
|Ti|
i . These time windows

result from deleting the previous arrival intervals, as shown in Figure 4.1.

Figure 4.1: An example of the arrival time solution space of customer i with P = 3.

The VRPATD is solved in a rolling horizon framework of a single day in which the

parameters are adjusted daily. When a solution is found for day δ with arrival time ai
at customer i, then the time windows of each customer i ∈ V ′δ should be adjusted for

future visits. The update procedure is performed in two steps. First, the P th previous

arrival time taken into account at customer i in the solution for day δ will not be taken

into account for future visits at customer i. As a result, the arrival time area around

αiP is feasible again and should be included in the time windows. Secondly, the interval

with bandwidth εi around arrival time ai at customer i on day δ is no longer feasible

for future visits at customer i. This interval is therefore deleted from the arrival time

solution space, i.e., from the time windows of customer i. The results of the two-step

update procedure for the example in Figure 1 is shown in Figure 2. In step 1, the

area around the previous arrival time αi3 is included in the time windows. In step 2,

the area around the new arrival time is blocked and the indices of the previous arrival

times are updated. It should be noted that in step 2 the areas around αi1 and αi2
overlap, and therefore there are only two feasible time windows after the update.

Figure 4.2: An example of the update procedure of the arrival time solution space of
customer i with P = 3.

To solve the VRPATD, an iterated granular tabu search (IGTS) is proposed. Before

describing the IGTS, the implications of having multiple time windows will be explored
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in more detail. In the next section, a method will be presented to efficiently determine

whether routes are feasible in terms of time windows, and different methods will be

developed to penalize infeasible solutions. Both the proposed feasibility check and the

penalization methods are embedded in the IGTS described in Section 4.5.

4.4 Handling multiple time windows

In traditional routing problems with multiple time windows, waiting time is allowed

and the total duration is minimized. In such problems, the waiting time of a given

route is minimized by determining the optimal departure time from the depot. In the

present problem, waiting time is not allowed; thus, for all feasible departure times from

the depot, the duration of a given route is the same, that is, it is equal to the sum

of the service time and the travel time. However, it should still be verified whether a

route is feasible because not all departure times from the depot are feasible, owing to

the multiple time windows. In the present problem, a route is feasible in terms of time

windows if there exists a departure time from the depot such that the vehicle arrives

in one of the time windows at each customer in the route.

In this section, a method is first proposed to efficiently determine whether a route is

feasible in terms of time windows. Subsequently, it is demonstrated that this algorithm

can be used to determine whether neighborhood operations result in a time window

feasible route. Then, four different methods are described for penalizing routes that

are not feasible in terms of time windows.

4.4.1 Time window feasibility check

To determine if a route is time window feasible, we use the forward start intervals

introduced in Hoogeboom et al. [forthcoming] for the VRPMTW. In contrast to the

problem in Hoogeboom et al. [forthcoming], the VRPATD does not allow waiting

time; therefore, the definition and generation of the forward start intervals should

be adjusted.

Let σ be a route with m customers. For the sake of simplicity, let the customers be

denoted by σ′ = {1, . . . ,m}, and let 0 and m + 1 represent the depot. The forward

start intervals of customer i are the feasible service start times for customer i such

that the preceding customers are also feasible, i.e., service starts in one of their time

windows without any waiting time. Let Fi be the index set of the forward start intervals

associated with customer i ∈ σ′. Let [EF
i (y), LFi (y)] be the forward start interval

y of customer i. These intervals are non-overlapping and increasingly ordered, i.e.,

EF
i (1) ≤ LFi (1) < EF

i (2) ≤ LFi (2) < . . . < EF
i (|Fi|) ≤ LFi (|Fi|).

The forward start intervals are iteratively constructed from the first to the last customer

in a route. Therefore, the forward start intervals of customer i + 1 are obtained by

comparing the forward start intervals of customer i with the time windows of customer

i + 1. The forward start interval y ∈ Fi leads to a new forward start interval in

the time window t ∈ Ti+1 at customer i + 1 if [EF
i (y) + si + τi,i+1, L

F
i (y) + si + τi,i+1]
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4.4. Handling multiple time windows

and [eti+1, l
t
i+1] are overlapping. Hence, all feasible combinations between forward start

intervals Fi and time windows Ti+1 are given by{
(y, t) ∈ Fi × Ti+1 | [EF

i (y) + si + τi,i+1, L
F
i (y) + si + τi,i+1]

⋂
[eti+1, l

t
i+1] 6= ∅

}
. The new forward start interval z at customer i + 1 generated from the feasible

combination (y, t) is calculated by the following forward recursion:

EF
i+1(z) = max{EF

i (y) + si + τi,i+1, e
t
i+1},

LFi+1(z) = min{LFi (y) + si + τi,i+1, l
t
i+1}.

(4.1)

The iterative process is initialized with the forward start interval of the depot, which

is equal to the time window [e0, l0]. A route is feasible if the last customer in the route

(customer m) has a non-empty set of forward start intervals. It should be noted that

every forward start interval of a customer corresponds to a different selection of time

windows. An illustrative example of generation of forward start intervals is shown in

Figure 4.3. In this example, the service times are set to zero and the lines between the

customers indicate the travel time. The thick black lines represent the forward start

intervals per customer.

Figure 4.3: Forward start intervals for the three customers in a route.

As the time windows and forward start intervals are non-overlapping and increasingly

ordered, several combinations between forward start intervals of customer i and time

windows of customer i+ 1 can be excluded. This is shown in Proposition 4.1.

Proposition 4.1. If the forward start interval y ∈ Fi and the time window t ∈ Ti+1

are a feasible combination, then the forward start interval y′ ∈ Fi, with y′ > y, and the

time window t′ ∈ Ti+1, with t′ < t, cannot be a feasible combination.

Proof. Assuming that (y, t) is a feasible combination, we have
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[EF
i (y) + si + τi,i+1, L

F
i (y) + si + τi,i+1]

⋂
[eti+1, l

t
i+1] 6= ∅ by definition. Therefore,

eti+1 ≤ LFi (y) + si + τi,i+1. Let y′ ∈ Fi and t′ ∈ Ti+1, with y′ > y and t′ < t, respectively.

As the time windows and forward start intervals are non-overlapping and increasingly

ordered, we have that lt
′
i+1 < eti+1 ≤ LFi (y) + si + τi,i+1 < EF

i (y′) + si + τi,i+1. Hence,

(y′, t′) is not a feasible combination.

The Forward Algorithm (Algorithm 4.1) generates the forward start intervals in a

depth-first manner. The algorithm stops as soon as a forward start interval is found

for the last customer m, i.e., when a feasible schedule has been found for route σ. In

Appendix D.1, it is shown that all feasible start times at customer i are included in a

forward start interval. Therefore, the Forward Algorithm indicates the time window

feasibility of the route σ = {0, 1, . . . ,m,m+ 1}.
By the Feasible Combination Check (FCC, Algorithm 4.2), it is determined if the

forward start interval [Ei−1, Li−1] of customer i− 1 and the time window t of customer

i are a feasible combination. If Ei−1 +si−1 +τi−1,i ≤ lti and Li−1 +si−1 +τi−1,i ≥ eti, then

this is a feasible combination and the new forward start interval at customer i is calcu-

lated; then the process continues to the next customer. Only if Li−1 + si−1 + τi−1,i > lti
can the forward start interval [Ei−1, Li−1] and the time window t+ 1 ∈ Ti be a feasible

combination. This is checked in lines 10–11 in Algorithm 4.2. If Ei−1 +si−1 +τi−1,i > lti,

then a vehicle that serves customer i− 1 during [Ei−1, Li−1] arrives after time window

t at customer i; thus, this combination is not feasible, and the next time window t+ 1

at customer i should be checked.

It should be noted that in line 9, the process does not start from the first time window

at customer i+1 but from the last checked time window θi+1 at customer i+1, following

Proposition 4.1.

Algorithm 4.1 Forward Algorithm

1: Initialization: θ = {θ1, . . . , θm} = {1, . . . , 1} & Feasible = false;
2: for t = 1 : |T1| do
3: FCC(1, t, e0, l0, θ, Feasible)
4: if Feasible = true then
5: return Feasible
6: end if
7: end for

By Proposition 4.1, the maximum number of feasible combinations between forward

start intervals Fi−1 and time windows Ti is equal to |Fi−1| + |Ti| − 1. Therefore, the

worst-case complexity of the Forward Algorithm is O(
∑m

i=1(1 +
∑i

j=1(|Tj| − 1)), as

proven in Appendix D.1. This complexity is the same as for the algorithm proposed

in Hoogeboom et al. [forthcoming]. However, the average computational time of

the Forward Algorithm will be significantly less than that of the algorithm for the

VRPMTW because waiting time is not allowed; therefore, fewer forward start intervals

are generated and no dominance checks should be performed.
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4.4. Handling multiple time windows

Algorithm 4.2 Feasible Combination Check FCC(i, t, Ei−1, Li−1, θ, Feasible)

1: if Feasible = true then
2: return Feasible
3: else if i ≤ m AND t ≤ |Ti| then
4: if Ei−1 + si−1 + τi−1,i ≤ lti then
5: if Li−1 + si−1 + τi−1,i ≥ eti then . Arrival in time window t at customer i
6: θi = t . Adjust last checked time window
7: Ei = max{Ei−1 + si−1 + τi−1,i, e

t
i}

8: Li = min{Li−1 + si−1 + τi−1,i, l
t
i}

9: FCC(i+ 1, θi+1, Ei, Li, θ, Feasible)
10: if Li−1 + si−1 + τi−1,i > lti then
11: FCC(i, t+ 1, Ei−1, Li−1, θ, Feasible)
12: end if
13: end if
14: else . Arrival after time window t
15: FCC(i, t+ 1, Ei−1, Li−1, θ, Feasible)
16: end if
17: else if i > m then
18: Feasible = true
19: end if

To evaluate neighborhood operations during the local search quickly, all forward start

intervals at all customers in a route are required. The breadth-first implementation

that generates all forward start intervals, given in Appendix D.2, is faster than the

depth-first implementation when all forward start intervals should be generated. The

fast neighborhood evaluation will be demonstrated in Section 4.4.2, but the backward

start intervals should first be defined.

Backward recursion

As shown in the previous section, the forward start intervals are sufficient to determine

whether a route is time window feasible. To evaluate local search operations quickly,

the backward start intervals are also required. The backward start intervals of customer

i represent the service start times for customer i such that the succeeding customers

are feasibly served, i.e., the service start times for customers i+ 1, . . . ,m lie in one of

their time windows without any waiting time. The construction of the backward start

intervals is similar to the generation of the forward start intervals except that they are

recursively generated from the last customer m to the first customer 1.

Let Bi be the index set of the backward start intervals of customer i, sorted in increasing

order, and let [EB
i (y), LBi (y)] be the backward start interval y of customer i. If the

backward start interval y of customer i + 1 is compared with the time windows t

of customer i, then this results in a new backward start interval of customer i if

[EB
i+1(y) − τi,i+1 − si, LBi+1(y) − τi,i+1 − si] and [eti, l

t
i] are overlapping. Hence, the set

of feasible combinations between backward start intervals Bi+1 and time windows Ti
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is given by {(y, t) ∈ Bi+1 × Ti|[EB
i+1(y)− τi,i+1 − si, LBi+1(y)− τi,i+1 − si]

⋂
[eti, l

t
i] 6= ∅}.

Let (y, t) be a feasible combination; then the new backward start interval z generated

from (y, t) is given by

EB
i (z) = max{EB

i+1(y)− τi,i+1 − si, eti},
LBi (z) = min{LBi+1(y)− τi,i+1 − si, lti}.

(4.2)

The procedure is initialized with the backward start interval [e0, l0] of the depot, and the

generation of all backward start intervals of all customers in a route can be performed

as in the case of the forward start intervals.

4.4.2 Efficient feasibility check for local search moves

Once the forward and backward start intervals for all customers have been obtained, it

can be quickly determined whether a local search operation results in a time window

feasible solution. As most local search operations are based on insertion and deletion

of customers, only these operations will be discussed.

Deletion

Assume that customer i is to be removed from route σ = {0, 1, . . . ,m,m + 1}. As

waiting time is not allowed, it may happen that route σ is feasible and the new route

σ′ = {0, 1, . . . , i− 1, i+ 1, . . . ,m+ 1} is not feasible because removing customer i can

introduce waiting time in the route. To determine if the new route σ′ is time window

feasible, the forward start intervals of customer i− 1 are compared with the backward

start intervals of customer i+ 1. Route σ′ is time window feasible if there exist f ∈ Fi
and b ∈ Bi+1 such that

[EF
i−1(f) + si−1 + τi−1,i+1, L

F
i−1(f) + si−1 + τi−1,i+1]

⋂
[EB

i+1(b), LBi+1(b)] 6= ∅. (4.3)

If customer i is deleted from route σ, then the forward and backward start intervals

of the customers in the route should be recalculated. As a part of the route remains

the same, only the forward start intervals of customers i+ 1, . . . ,m and the backward

start intervals of customers 1, . . . , i− 1 should be recalculated.

Insertion

Insertion of a customer is performed similarly. Assume that customer α is inserted

between customers i and i + 1 in route σ. To determine whether the new route

σ′ = {0, 1, . . . , i, α, i+1, . . . ,m+1} is time window feasible, the forward start intervals

of customer α are calculated based on the forward start intervals of customer i. As in

(4.3), the forward start intervals f ∈ Fα and the backward start intervals b ∈ Bi+1 are

compared to determine whether this results in a feasible route.
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The same approach can be used for the removal and insertion of a sequence of cus-

tomers, as well as for more complex operators. For example, the 2-Opt* operation

removes edge (i, i+ 1) and edge (j − 1, j) of two different routes and replaces them by

(i, j) and (j − 1, i + 1), respectively. To determine whether this operation results in

a time window feasible solution, only the forward start intervals of customer i should

be compared with the backward start intervals of customer j; the same holds for j − 1

and i+ 1.

4.4.3 Departure time from the depot

If a solution to the VRPATD has been obtained for day δ, then multiple feasible

departure times from the depot are possible for every route in the solution. The arrival

times of the customers in a route can be immediately derived by fixing the departure

time from the depot. As described in Section 4.3, the arrival time at customer i ∈ V ′δ for

day δ should be deleted from the arrival time solution space, along with the bandwidth

εi. To ensure that the arrival time solution space for subsequent visits is as large as

possible, the departure time from the depot is selected such that the total length of

the intervals deleted at all customers in the route is minimized.

Let σ be a route in the solution for day δ and let σ′ be the customers served in this

route. Let Di(ai) be the length of the deleted interval at customer i ∈ σ′ if the vehicle

arrives at time ai at customer i, i.e., Di(ai) = min(εi, ai − eti) + min(εi, l
t
i − ai) with

eti ≤ ai ≤ lti. In Figure 4.4, two examples of the deleted interval of two possible arrival

times ai and a′i at customer i are shown. As a′i is scheduled close to the boundary of

time window t, less than 2εi is deleted from the solution space.

Figure 4.4: The deleted intervals of two arrival times ai and a′i in time window t of
customer i.

The backward start intervals of the first customer in a route represent the service start

times for the first customer so that all customers in the route are feasible. Therefore,

the feasible departure times from the depot correspond to the backward start intervals

of the first customer in a route, because if the service at the first customer starts at

time χ, then the corresponding departure time is given by χ− τ01.

Assuming that route σ is feasible, there are |B1| backward start intervals at the first

customer in the route, i.e., the start time at customer 1 should lie in one of these

|B1| backward start intervals. Therefore, the optimal start time in [EB
1 (y), LB1 (y)],

with y ∈ B1, should be determined, i.e., the time that minimizes the total length

of the deleted intervals of all customers in the route. If a vehicle serves the first

customer at time χ, then the vehicle arrives at time χ +
∑i−1

j=1 sj + τj,j+1 at customer

i; thus, the total length of the deleted intervals at all customers in route σ is given by
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D(χ) =
∑m

i=1 Di(χ +
∑i−1

j=1 τj,j+1 + sj). Lemma 4.1 shows that the optimal start time

at customer 1 is obtained at one of the boundaries of the backward start intervals.

Lemma 4.1. The start time χ of service for the first customer in a route that minimizes

D(χ) is obtained at EB
1 (1), LB1 (1), . . . , EB

1 (|B1|), or LB1 (|B1|).

Proof. min(εi, ai − eti) and min(εi, l
t
i − ai) are both concave piecewise linear functions

on ai ∈ [EB
i (y), LBi (y)] with y ∈ Bi. As the sum of two concave piecewise linear

functions is again concave piecewise linear, Di(ai) is a concave piecewise linear function

on the interval [EB
i (y), LBi (y)]. Therefore, D(χ) is also concave piecewise linear in

χ ∈ [EB
1 (y), LB1 (y)]. Hence, the minimum of D(χ) in this interval is obtained at one of

the endpoints, i.e., at EB
1 (y) or LB1 (y).

Therefore, for each route in the solution for day δ, the total deleted interval length D(χ)

should be calculated for χ = EB
1 (1), LB1 (1), . . . , EB

1 (|B1|), LB1 (|B1|), and the service

start time for the first customer χ that minimizes D(χ) is selected.

4.4.4 Penalty functions for time window violation

In Section 4.4.1, it is demonstrated that the forward and backward start intervals

can be used to determine whether a route is feasible in terms of time windows. It is

often the case in metaheuristic searches that to allow the search to reach new areas

of the solution space, some constraints may be violated at the expense of a penalty.

In this section, different methods are presented for penalizing a solution in which the

time windows are violated. A more efficient implementation of the penalty measure

defined in Michallet et al. [2014] is presented, and three alternative penalty measures

are proposed that are less time consuming than the penalty measure in that study.

The four penalty methods can be divided in two categories corresponding to whether

a vehicle waits at a customer or not.

Wait: This penalty method is based on the classical VRPTW with duration mini-

mization from Savelsbergh [1992a], in which waiting time is allowed but penalized. If

a vehicle arrives at time ai before a time window at customer i, then it waits until

the start of the time window. The penalty at this customer is equal to the waiting

time, i.e., pi = eti − ai if lt−1
i < ai < eti, where l0i = 0. If a vehicle arrives after the

last time window [e
|Ti|
i , l

|Ti|
i ] at customer i, then the delay at customer i is calculated

by pi = ai − l|Ti|i . If the vehicle arrives within a time window, then the penalty is zero,

i.e., pi = 0. The total time window violation penalty of solution x is given by the sum

of the waiting time and delay at every customer, namely, t(x) =
∑

i∈V pi.

For every route in the solution, two options for the departure time from the depot are

considered corresponding to two different penalty functions:

• Penalty 1: Departure from the depot so that the first customer is served as early

as possible, i.e., the departure time of the depot is equal to max{e0, e
1
1 − τ01}.
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• Penalty 2: Choose the departure time from the depot so that the penalty is

minimized.

Do not wait: In this penalization method, all customers are immediately served upon

arrival even if the arrival time lies outside the time windows of the customer. This

penalty method is comparable to the time window violation penalties for the VRP with

soft time windows (Fu et al. [2008], Figliozzi [2010]). The total time window penalty

is calculated by summing up the difference between the arrival time and the closest

time window boundary (previous or next time window) at all customers that violate

the time window constraint. Therefore, the total time window violation is measured

by t(x) =
∑

i∈V mint∈Ti |min{ai − eti, lti − ai, 0}|. Again, there are two options for the

departure time from the depot:

• Penalty 3: Departure from the depot at max{e0, e
1
1−τ01} so that the first customer

is serviced as early as possible.

• Penalty 4: Departure from the depot so that the penalty is minimized. This

penalty is equal to the penalty measure used in Michallet et al. [2014].

As Penalties 1 and 3 involve fixed departure times from the depot, the calculations of

these penalty functions are straightforward and easy to implement. Penalties 2 and 4

minimize the time window violations across all departure times from the depot. In the

remainder of this section, a technique for efficiently obtaining this minimum penalty

is indicated for both penalty methods. For explanatory reasons, Penalty 4 will be

discussed first and then Penalty 2.

Do not wait: minimal penalty

Penalty function 4 corresponds to the penalty function proposed in Michallet et al.

[2014]. Let pi(a) be the penalty function of customer i representing the penalty when a

vehicle arrives at times a at customer i, i.e., pi(a) is the difference between arrival time

a and the closest time window at this customer. Two examples of penalty functions

are given for Customer 1 and Customer 2 in Figure 4.5. As these penalty functions

are piecewise linear functions, they are completely determined by the breakpoints,

represented by dots in Figure 4.5. Let Ri = {r1
i , . . . , r

|Ri|
i } represent the timestamps

corresponding to the breakpoints of customer i, with pi(r
j
i ) being the penalty at

breakpoint rji .

For every customer in a route, the forward penalty function Fi is generated. Let

Fi(a) be the total penalty at customers {1, . . . , i} when a vehicle arrives at time a

at customer i. The forward penalty functions are recursively constructed by Fi(a) =

pi(a) + Fi−1(a − si−1 − ti−1,i). An example of the generation of the forward penalty

function of Customer 2 is shown in Figure 4.5.

In Michallet et al. [2014], it is stated that the forward penalties should be calculated for

every time point. However, the forward penalty functions are piecewise linear functions

and hence completely determined by the breakpoints. Therefore, in the proposed
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Figure 4.5: An example of generating the forward penalty function of Customer 2.

approach, only the breakpoints of the forward penalty functions are considered, which

may result in a significant reduction in computational time. Let Ri = {f 1
i , . . . , f

|Ri|
i }

be the set of breakpoints corresponding to the forward penalty function Fi. Let

Ai = {a1
i , . . . , a

|Ri−1|
i } be the set of arrival times of customer i corresponding to the

breakpoints Ri−1, with aki = rki−1+si−1+τi−1,i for k = 1, . . . , |Ri−1|. The arrival times Ai
and the original breakpoints Ri of customer i form the breakpoint set Ri of the forward

penalty function of customer i, i.e., Ri = Ai
⋃
Ri. Only the forward penalties corre-

sponding to these breakpoints are calculated by Fi(f
j
i ) = pi(f

j
i ) + Fi−1(f ji − si−1 − ti−1,i)

for all f ji ∈ Ri. The forward penalties at other arrival times can be easily derived as

follows: If f j−1
i < a < f ji , then Fi(a) is determined using linear interpolation of the

breakpoints f j−1
i and f ji . If the arrival time lies before the first breakpoint, i.e., if

a < f 1
i , then all customers are served before their first time window. In this case, the

penalty is equal to the penalty at the first breakpoint and the additional difference

f 1
i − a that is encountered at all customers 1, . . . , i; thus, the penalty is equal to

Fi(a) = Fi(f
1
i ) + i(f 1

i − a). Similarly, if a > f
|Ri|
i , then all customers are served after

the last time window, and the penalty is equal to Fi(a) = Fi(f
|Ri|
i ) + i(a− f |Ri|i ).

The forward penalty function Fm of the last customer in a route represents the total

penalty function of the entire route {1, . . . ,m}. Therefore, Fm can be used to calculate

the minimum penalty of the route. As stated in Lemma 4.2, the minimum value of a

forward penalty function is always obtained at a breakpoint. Hence, to calculate the

minimum penalty of a route, only the breakpoints of the total penalty function Fm
should be considered.

Lemma 4.2. The minimum value of a forward penalty function is always obtained at

a breakpoint.

Proof. (By contradiction.) Let a be the arrival time at customer i with minimum

penalty Fi(a), and it is assumed that a is not a breakpoint of Fi. As the penalty

functions of the customers increase outside the time windows, the forward penalty

functions also increase before the first breakpoint and after the last breakpoint. There-

fore, the arrival time a is located between two breakpoints, i.e., there exists j such
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that f ji < a < f j+1
i . As the forward penalty functions are piecewise linear, the

breakpoint f ji or f j+1
i has a lower penalty than a or all three penalties are equal, i.e.,

Fi(f
j
i ) = Fi(a) = Fi(f

j+1
i ), which leads to a contradiction. Therefore, the minimum

value of the forward penalty function Fi is always attained at a breakpoint.

The backward penalty function Bi(a) of customer i represents the total penalty of the

customers {i, . . . ,m} when a vehicle arrives at time a at customer i. The backward

penalty functions are generated as in the case of the forward penalty functions, but

from the last to the first customer in a route.

The forward and backward penalty functions can be used to efficiently recalculate the

lowest penalty of the route when a neighborhood operation is evaluated. For example,

if customer i is deleted from route σ, then the total penalty function of the new route is

obtained by summing the forward penalty of customer i− 1 and the backward penalty

of customer i + 1. Hence, the total penalty function of the new route is given by

F (a) = Fi−1(a) +Bi+1(a+ si−1 + τi−1,i+1). As in Lemma 4.2, the minimum penalty of

the new route is obtained at one of the breakpoints of the new total penalty function.

Therefore, only the breakpoints of F (a) should be considered.

Wait: minimal penalty

For Penalty function 2, the forward and backward penalty functions defined in the

previous section are also used. However, as waiting time is now allowed, the generation

of the functions should be adjusted. When a vehicle arrives between time windows,

it should wait until the start of the next time window. Hence, the arrival and start

times for serving a customer are not always the same as in Penalty 2. Let pi(a) be

the penalty of customer i when a vehicle arrives at time a at customer i. Let Fi(χ) be

the forward penalty of customers {1, . . . , i} when the service at customer i starts at

time χ. The forward penalty functions are recursively generated from the first to the

last customer in the route. Two examples of forward penalty function generation are

given in Figure 4.6. Owing to the waiting time, the (forward) penalty functions are

not continuous; however, the functions are still piecewise linear, and therefore they are

also completely determined by the breakpoints.

Figure 4.6: Generating the forward penalty functions of Customer 2 (left) and Cus-
tomer 3 (right).
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The service at customer i can start only in the time windows or after the last time

window at the expense of a penalty. Let dom(Fi) be the domain of Fi(χ) with

dom(Fi) ⊂ {[e1
i , l

1
i ] ∪ . . . ∪ [e

|Ti|
i , l

|Ti|
i ] ∪ [l

|Ti|
i ,∞[}. For χ − si−1 − τi−1,i ∈ dom(Fi−1)

the forward penalty function of customer i is generated as follows:

Fi(χ) =

{
Fi−1(χ− si−1 − τi−1,i) if χ ∈ [eti, l

t
i],

Fi−1(χ− si−1 − τi−1,i) + pi(χ) if χ > l
|Ti|
i .

For other start times χ, Fi(χ) is not defined because then χ is not a feasible start time.

As it is possible that a vehicle arrives between time windows and waits until the start

of the next time window, the penalties corresponding to the start times of the time

windows should also be calculated. Let

at = max{χ|χ ≤ eti and χ− si−1 − τi−1,i ∈ dom(Fi−1)}

be the latest arrival time before the time window boundary eti. If lt−1
i < at ≤ eti, then

this arrival time lies between the time windows t − 1 and t; hence, the vehicle should

wait, and thus the penalty at start time eti is equal to

Fi(e
t
i) = Fi−1(at − si−1 − τi−1,i) + pi(at).

This penalty corresponds to the waiting time and is represented by the horizontal arrow

in the right part of Figure 4.6. If at does not exist or at /∈]lt−1
i , eti], then eti /∈ dom(Fi).

To recalculate the minimum penalty quickly if neighborhood operations are applied,

backward penalties are also required. Let the backward penalty function Bi(a) of

customer i represent the total penalty of the customer sequence {i, . . . ,m} when a

vehicle arrives at time a at customer i. The backward penalty function of all customers

can be recursively calculated from the last to the first customer in a route by

Bi(a) = pi(a) +Bi+1(a+ si + τi,i+1)

for a ∈ [eti, l
t
i], where t ∈ Ti and a > l

|Ti|
i . Owing to the waiting time, the backward

penalties for arrival times lt−1
i < a < eti are given by

Bi(a) = Bi(e
t
i) + pi(a) = Bi(e

t
i) + eti − a.

An example of the generation of the backward penalty function of customer m − 1 is

given in Figure 4.7. It should be noted that as the backward function represents the

penalty for all arrival times instead of start times, there are no domain issues.

If, for example, customer i is to be deleted from route σ, then the total penalty function

of the new route is given by F (χ) = Fi−1(χ)+Bi+1(χ+si−1+τi−1,i+1) for χ ∈ dom(Fi−1).

As the function F (χ) is again piecewise linear, the minimum penalty of the new route

is obtained at a breakpoint of F (χ). Therefore, only these points should be considered

to determine the minimum penalty of the new route.
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Figure 4.7: Generating the backward penalty function of customer m− 1.

4.5 Iterated granular tabu search heuristic

Tabu search is a well-known search strategy that explores the solution space and moves

each iteration to the best solution in the neighborhood. To avoid being trapped in a

local optimum, moving to poorer solutions is accepted if no improving solution is

available in the neighborhood. To prevent cycling, a move that restores the previously

accepted move to a new solution will be prohibited for θ iterations. The tabu status

can be overridden when the new solution is the best ever found, which is the so-called

aspiration criterion (Gendreau et al. [1994]).

In this section, the components of the iterated granular tabu search (IGTS) are de-

scribed. An overview of the IGTS heuristic is given in Algorithm 4.3. The IGTS

is initialized with a feasible initial solution x∗ constructed by applying the route

minimization (RM) heuristic in Nagata and Braysy [2009], as described in Section

4.5.3. In each iteration, the solution x̄ with minimum objective value V (x̄) is selected

from the neighborhood, and the local optimum x̄∗ and the best found solution x∗ are

updated if necessary. If the local optimum x̄∗ does not improve for η iterations, then

the search is restarted by shaking the solution; details are described in Section 4.5.2.

The IGTS stops if the maximum number of iterations I is reached or if the incumbent

solution x∗ is not improved for S iterations.

As different operators are used in the shaking procedure, the heuristic bears a similarity

to a VNS algorithm. Because no systematic change of neighborhoods is used in both

the shaking procedure and the local search, the present method is referred to as an

iterated granular tabu search.

4.5.1 Penalized objective function

Let x be a solution and let the objective value be equal to c(x) = t(x) + Fm, with

t(x) being the total travel time, F being the fixed cost of using a vehicle, and m

being the number of vehicles used. Following Gendreau et al. [1994] and Ho and

Gendreau [2006], to obtain better feasible final solutions, the violation of the capacity,

duration, and time window constraints is allowed during the search at the expense of
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Algorithm 4.3 Iterated granular tabu search (IGTS)

1: Initialization: Create an initial feasible solution x̄ by the RM heuristic, x∗ = x̄∗ = x̄
2: for I iterations do
3: Select x ∈ N (x̄) that minimizes V (x̄), set x̄ = x
4: if V (x̄) < V (x̄∗) then . Check if current solution improves local optimum
5: x̄∗ = x̄
6: if V (x̄) < V (x∗) then . Check if current solution improves incumbent
7: x∗ = x̄
8: end if
9: end if

10: Update the tabu status
11: Every µ iterations: Update the self-adjusting parameters β1, β2 and β3

12: if x̄∗ not improving for η iterations then
13: Shake solution x̄ . Shaking phase is called
14: x̄∗ = x̄ . Reset local optimum
15: end if
16: if x∗ not improving for S iterations then
17: return x∗

18: end if
19: end for

a penalty. The overload q(x) is calculated by q(x) =
∑|K|

k=1 max{
∑

(i,j)∈A qix
k
ij −Q, 0}

and the overtime is given by d(x) =
∑|K|

k=1 max{
∑

(i,j)∈A(si + τij)x
k
ij − D, 0}. For

the time window violation t(x), four different penalty functions are described in Sec-

tion 4.4.4. Therefore, the penalized objective function of the solution x is given by

V (x) = c(x) + β1q(x) + β2d(x) + β3t(x), where βi are parameters that are self-adjusted

every µ iterations. If in the last µ iterations the capacity constraint is violated in at

least one route, then the parameter β1 is multiplied by δ > 1; otherwise, the capacity

constraint holds in all µ solutions and β1 is divided by δ. The same update rule is

applied to parameters β2 and β3.

4.5.2 Granular neighborhood and tabu list

To accelerate the local search, a granular neighborhood will be used. This sparsification

method was first introduced in Toth and Vigo [2003] and is used to improve calculation

time by restricting the neighborhood to moves containing elements likely to be part

of high-quality solutions. The restricted arc set in the present study consists of the

arcs from each customer to the c% closest customers. All depot arcs are also included

in the restricted arc set, as it was shown in Schneider et al. [2017] that this improves

solution quality. In every iteration, the best move of the composite neighborhood is

selected. The composite neighborhood is obtained by using five well-known operators

for the VRP with time windows:

Intra-route

N1 - Relocate: Customer i is relocated to the best new position in the same route.

N2 - Exchange: Two customers i and j from the same route exchange position.

84



4.5. Iterated granular tabu search heuristic

Inter-route

N3 - Relocate: Customer i is relocated to the best position in another route.

N4 - Cross-exchange: Two customers i and j from two different routes exchange

position.

N5 - 2-Opt*: The tails of two routes are exchanged.

As described in Toth and Vigo [2003], in the tabu search, only the moves with a

generator arc in the restricted arc set are performed. Let (i, i+) be the generator arc,

where i+ is the new succeeding node following customer i after one of the operators

above is applied. In Figure 4.8, the generator arc of the cross-exchange and 2-Opt*

moves are shown in bold. After the generator arc for a given operator is chosen, the

other arcs involved in a move follow immediately. This implies that arcs that do not

belong to the restricted arc set can be inserted by the operators as well.

Figure 4.8: Example of Cross-exchange (left) and 2-Opt* (right): the generator arc is
shown in bold and the dashed arcs represent the removed arcs.

During the search, a different tabu status is used for the intra- and inter-route op-

erators. For the inter-route moves, the attribute set of a solution as introduced in

Cordeau et al. [2001] is used. The attribute set of a solution x is given by B(x) =

{(i, k) : customer i is visited by vehicle k}. Therefore, the attribute set B(x) defines

the structure of the solution x and can be used to control the tabu status. As in

Belhaiza et al. [2014], the set Lθ contains the attribute sets of the θ most recently

explored solutions. A solution x generated by an inter-route operator is declared tabu

if B(x) ∈ Lθ. An intra-route operation does not change the allocation of customers

to vehicles. Therefore, the attribute set remains the same, and a different tabu status

will be used: if an intra-route move is performed on customer i in vehicle k, then

intra-route moves involving customer i in route k are declared tabu for θ iterations. If

a tabu move improves the best known solution, then the aspiration criterion is satisfied

and the tabu move is performed.

A shaking procedure is applied when the local optimum does not improve for η it-

erations. For the shaking procedure, one operator is randomly selected out of four

operators: the first two operators are the intra-exchange and 2-Opt*. The third oper-

ator performs relocation of a sequence of (at most) four customers to the best position

in another route. The last is the cross-sequence operator in which two sequences of

at most four customers of two different routes exchange positions. For the inter-route

operators, the best move of every combination of non-empty routes is executed. The
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intra-route operator is applied to every non-empty route, and a minimum of Sitr moves

should be performed.

If the incumbent solution x∗ has not improved after ρ shakes, then the solution is

restarted from the incumbent solution and the current tabu lists and penalties are

retained. This will diversify the search, as it is highly likely that the local search will

take a different path (Schneider et al. [2017]).

4.5.3 Initial solution

To construct an initial solution, each customer is first served by a separate vehicle.

To minimize the number of vehicles, the RM heuristic in Nagata and Braysy [2009]

is used. In each iteration, the RM heuristic attempts to reduce the number of routes

by selecting a route from the current solution for removal. The customers of this

removed route are put in the ejection pool introduced in Lim and Zhang [2007]. First,

attempts are made to insert a customer v of the ejection pool in the remaining routes

without violating capacity, duration, and time window constraints. If there is no

feasible insertion position for customer v, then the customer is inserted in the position

that minimizes the penalized objective function V (x) defined in Section 4.5.1. Secondly,

it is attempted to restore the infeasible solution by local search moves that minimize

the penalty. If this second approach fails, then up to three customers are removed from

the existing routes to create a feasible insertion position for customer v. The ejected

customers are added to the ejection pool. The ejected customers are selected using

the concept of guided local search (Voudouris and Tsang [2003]), which estimates the

difficulty of re-inserting the ejected customers. Finally, after the ejection of customers,

the search is diversified byM tabu search moves from a randomly selected neighborhood

(N1,N2,N3,N4,N5). These steps are repeated until EP=∅ is reached, and then the

next route is selected. The RM heuristic stops if the number of vehicles is equal to the

lower bound d
∑N

i=1
qi
Q
e or if the maximum execution time Tmax is reached.

4.6 Computational results

In this section, the IGTS is first used to evaluate the effect on solution quality and

running time of the penalty functions proposed in Section 4.4.4. Subsequently, the best

performing penalty is used to compare the performance of the IGTS with the results

in Michallet et al. [2014]. Then, a real-life instance is used to illustrate the trade-off

between arrival time diversification and transportation costs.

The algorithms were implemented in C++ and executed on a Windows 7 computer with

a 2.3 GHz Intel core i5-6200U and 8 GB RAM. As in Michallet et al. [2014], the Solomon

[1987] VRPTW instances were used to test the IGTS. The instances were adjusted by

adding an arrival time spread value εi per customer, a number P of previous arrival

times taken into account, and the number of days in the problem instance (period). It

should be noted that every day, the same set of customers was considered. A simple

preprocessing of the time windows was performed to adjust the lower and upper bound
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in case of conflict with the time window of the depot, i.e., ei = max{ei, e0 + τ0i} and

li = min{li, l0 − τi0 − si} for all i ∈ V ′. To tune the IGTS parameters, the same

penalty function as in Michallet et al. [2014] was used (Penalty 4), but with the more

efficient implementation. The tuning strategy described in Ropke and Pisinger [2006]

was applied to set the parameters of the IGTS. The initial parameter values were

chosen based on preliminary results during the development of the heuristic and on

parameter settings used in the literature. During the tuning, one parameter changed

value, whereas the other parameters were fixed. For each parameter, five runs were

conducted on a randomly selected subset of the instance set (with two instances from

each of the sets C1, C2, R1, R2, RC1, and RC2), and the parameter value with the best

average results was selected. This process was repeated for all parameters and resulted

in the following parameter setting: The vehicle cost F was set to 400 and the solutions

were kept tabu for θ = 50 iterations. The shaking procedure was called after η = 150

non-improvement iterations in which at least Sitr = M = 10 moves were performed.

The search restarted from the incumbent after ρ = 4 shakes were executed. The

granular neighborhood of every customer consisted of the c = 50% closest customers

and the depot arcs. The penalty parameters were adjusted every µ = 20 iterations

with factor δ = 1.2, and the parameters were initialized at β1 = β2 = β3 = 100. The

maximum number of iterations was set to I = 10, 000 and the stopping criterion to

S = 4, 000, resulting in a good trade-off between computational time and solution

quality. The same holds for the running time of the RM heuristic, which was set to

Tmax = 30 seconds.

4.6.1 Impact of penalty functions

In the first set of computational experiments, the penalty functions described in Section

4.4.4 are evaluated in terms of their performance. In the first two penalization methods,

the vehicle waits if it arrives at a customer between time windows. If the vehicle arrives

after the last time window at a customer, then the delay is calculated. The penalty is

given by the sum of the waiting time and delay. In Penalties 3 and 4, all customers are

immediately served upon arrival even if the arrival time lies outside the time windows

of the customer. In this case, the difference between the arrival time and the closest

time window boundary (previous or next time window) is penalized. In Penalties 1

and 3, the vehicle departs from the depot so that the first customer in the route is

served as early as possible. The optimal departure time that minimizes the penalty is

used in penalization methods 2 and 4.

The four penalty methods were used in the IGTS and were tested on the Solomon [1987]

VRPTW instances for a three-day period. The value P = 2 was considered; thus,

only on day 3 should two previous arrival times be taken into account. Furthermore,

εi = b0.5 × εmaxi c with εmax
i = li−ei

2P
. For every penalty type, the IGTS was performed

three times, and the average results are shown in Table 4.1. Per instance set, the

average number of vehicles used and the average total distance are shown in columns

“nVeh” and “distance”, respectively.
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No penalty Wait Not Wait

Penalty 1 Penalty 2 Penalty 3 Penalty 4

Inst nVeh distance nVeh distance nVeh distance nVeh distance nVeh distance

C1 30.5 3413.4 30.4 3005.6 30.4 2937.9 30.3 2964.2 30.4 2906.0
C2 9.9 2815.0 9.9 2365.9 9.9 2320.5 9.9 2365.9 10.1 2367.4
R1 39.2 4424.4 39.1 4323.2 39.0 4333.5 39.1 4313.5 39.1 4314.4
R2 9.2 3910.0 9.0 3586.1 9.2 3566.3 9.1 3618.9 9.2 3561.1
RC1 37.4 4833.9 37.5 4740.3 37.5 4738.9 37.3 4757.5 37.5 4771.5
RC2 10.3 4917.1 10.3 4496.6 10.2 4522.9 10.2 4534.6 10.5 4498.5

Avg 23.35 4059.8 23.29 3771.4 23.27 3755.9 23.24 3777.0 23.39 3753.5

Table 4.1: Average number of vehicles and average total distance of the IGTS using
different penalty functions.

In the column “No penalty”, the results for the IGTS are given in which infeasible

solutions are not allowed during the search. In this case, the IGTS stops if there is

no feasible solution available in the composite neighborhood. In the other columns,

the results are given for the IGTS using one of the four penalty functions during the

search. It should be noted that the final solution in the table is always feasible. The

results demonstrate that allowing infeasible solutions during the local search reduces

the average distance by 7–8%, depending on the penalty type. For both the “Wait”

and “Do Not Wait” methods, the penalty that selects the optimal departure time has

a lower average distance than Penalty 1 and Penalty 3, respectively. However, there is

a trade-off between this more extensive calculation of the penalty and computational

time, as shown in Table 4.2.

best average std time(sec)

No infeasible solution 13244.1 13400.3 143.1 69.7
Wait P1: Fixed 12948.8 13085.7 122.1 134.8

P2: Optimal 12963.8 13063.1 85.7 164.1
Not Wait P3: Fixed 12960.2 13072.2 92.1 132.7

P4: Optimal 12964.4 13108.3 128.4 492.8

Table 4.2: For the different penalty functions the average, best, and standard deviation
of the objective value are presented. The average computational time is
reported in the last column.

In Table 4.2, the best and average objective values are given for all penalty functions

in columns “best” and “average”, respectively. The objective value is the combination

of the total distance and the vehicle cost. The standard deviation is given in column

“std”, and the average computational time in the last column. Penalty 4 is the most

computationally intensive: the computational time is at least three times as high

compared to that of the other penalty functions. As the RM heuristic has a time

limit of Tmax seconds, the number of vehicles is also slightly higher for Penalty 4.
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Penalty 2 exhibits the best trade-off between solution quality, computational time, and

solution robustness and was therefore used in the remaining experiments.

4.6.2 Comparison to Michallet et al. [2014]

To examine the performance of the model formulation as a rolling horizon VRPMTW

and the proposed IGTS solution approach, the results by the method were compared

with those in Michallet et al. [2014], where the same arrival time diversification problem

was investigated, but it was solved in a periodic setting. To test their model, the

instances in Solomon [1987] with a period of three days were used. To align the present

setting to that in Michallet et al. [2014], a period of three days was considered, and

therefore P was set to 2. The same ε value was used as in Michallet et al. [2014], i.e.,

ε = b0.5× mini∈V ′{li−ei}
2

c, which was used for all customers. Furthermore, in Michallet

et al. [2014], the fleet size was increased to 30 vehicles to find a feasible solution for

all instances. As in Michallet et al. [2014] only distance was minimized, in the present

study, the vehicle cost was set to F = 0 to make the results comparable. The tests in

Michallet et al. [2014] were performed on a 32-bit 2.8 GHz Intel core i5 computer with

4GB RAM compared to the 2.3 GHz Intel core i5 computer with 8GB RAM that was

used in the present study.

In Table 4.3 the results by the proposed IGTS and the results in Michallet et al.

[2014] are given per instance set. As in Michallet et al. [2014], the IGTS was run

three times, and the best and the average distance are given in columns “best” and

“average”, respectively. The average computational time in seconds over the three runs

is given in column “time”, and the gaps are presented in the last two columns (reported

by Michallet et al. [2014]-IGTS/Michallet et al. [2014]). The results demonstrate

that the IGTS significantly improved the results in Michallet et al. [2014], with an

average distance reduction of 29% and an average computational time decrease of 93%.

All instances were improved, with a maximum improvement of 62% and a minimum

improvement of 9%. The new best known solutions per instance are given in Appendix

D.3.

IGTS Michallet et al. [2014] gap

Inst best average time best average time best time

C1 2613.2 2700.7 47.2 4185.7 4209.8 1037.1 -38% -95%
C2 1924.5 2101.8 154.8 3351.9 3366.0 2590.0 -43% -94%
R1 4287.7 4350.3 122.1 5561.6 5580.5 1302.3 -23% -91%
R2 3444.7 3519.0 309.8 4738.4 4755.6 5269.6 -26% -88%
RC2 4599.4 4711.6 249.5 6383.9 6406.3 3914.9 -28% -94%

Avg 3622.8 3718.3 169.5 5094.9 5114.4 2550.2 -29% -93%

Table 4.3: The results of the proposed IGTS and of Michallet et al. [2014] per instance
set.
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There could be various reasons for this improvement in both computational time

and solution quality. First, in Michallet et al. [2014] Penalty function 4 was used,

which was shown to be the most time consuming penalty in Table 4.2. Moreover, the

penalty method was implemented less efficiently than in the present study, that is, by

calculating the forward and backward cost for every time point, instead of using only

the breakpoints. Secondly, in Michallet et al. [2014], a periodic setting was used in

which a change in one period could have an impact on the feasibility and penalties in

other periods; therefore, additional checks should be performed. Thirdly, because in

Michallet et al. [2014] a periodic setting was used, the solution space was larger, and

thus better solutions could potentially be obtained. However, such solutions were not

found, as shown in Table 4.3, because the periodic setting seems to make the problem

too complex for the solution approach used.

4.6.3 Real-world instance

Finally, the trade-off between arrival time diversification (inconsistency level) and

transportation costs was examined in a real-life setting. A real world instance was

provided by a cash management company in the Netherlands. It consisted of the

requests of 400 ATMs and bank offices in March 2016. The customers were located in

a region in the east part of the Netherlands, and there was a total of 26 replenishment

days, because no transport is performed on Sundays. Some customers should be

replenished every day, whereas others only once during this period. A real road distance

matrix was used, and an average travel speed of 40 km/h was applied. The maximum

duration of a trip was 8 hours. The time windows of the bank offices were set to

9:00–17:00 and the time windows of the ATMs and the depots were 7:00–19:00. The

goal was to minimize the number of vehicles and the distance, with a vehicle cost of

400 EUR per truck.

The average daily distance was calculated for different values of the arrival time spread

εi and for different numbers P of previous arrival times taken into account. The values

of εi change by fluctuating φ, with εi = bφ× εmaxi c. In Figure 4.9, the relation between

the average daily distance and inconsistency level is shown, where the inconsistency

level increases if P or φ increases. For the solid line, the number of previous arrival

times taken into account is fixed at P = 2 and the value of φ varies. The graph shows

that the relation between inconsistency level and total distance is not linear: compared

to the unconstrained problem (φ = 0), the distance increases by 1.2% if φ = 0.2 and

by more than 8% if φ = 0.4. If φ = 0.8, then the total distance increases by more than

40% compared to the unconstrained problem.

This effect is weaker but also noticeable if εi is fixed at 45 minutes for all customers

and the number of previous arrival times taken into account varies, as shown by the

dashed line. A similar relationship between the average daily number of vehicles used

and the inconsistency level is shown in Figure 4.10. Therefore, this case illustrates

that introducing arrival time diversification with low epsilon and P values can be

achieved with low impact on the transportation cost. Clearly, setting high values for
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Figure 4.9: Average daily distance for different inconsistency settings.

the inconsistency parameters φ and P can have a large impact on the cost.

Figure 4.10: Average daily number of vehicles used for different inconsistency settings.

Trade-off on Solomon instances

The same experiment can be conducted on the Solomon instances. In Tables 4.4 and

4.5, the average increase in daily travel time and daily number of used vehicles is pre-

sented, compared to the unconstrained problem, for different values of the inconsistency

parameters φ and P , respectively.

In Table 4.4, P was set to 2, and in Table 4.5, εi was set to b0.5 × li−ei
2×4
c to keep

the value of εi fixed for all values of P . On average, the increase in travel time and

number of vehicles is higher for the set 2 instances. These are instances with a long

planning horizon, and therefore the impact of the inconsistency parameters on the

transportation cost is larger on instances with longer routes. Furthermore, when the

length of the original service time windows increases, the impact of the inconsistency

parameters increases as well. This is because the size of the arrival time solution space

that is blocked increases when the service time window is larger.
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daily travel time daily vehicles used

Inst φ=0.2 φ=0.4 φ=0.6 φ=0.8 φ=0.2 φ=0.4 φ=0.6 φ=0.8

C1 7% 7% 28% 39% 0% 0% 4% 8%
C2 14% 15% 43% 61% 7% 7% 13% 22%
R1 2% 3% 11% 16% 3% 3% 10% 15%
R2 3% 3% 16% 24% 6% 7% 11% 20%
RC1 3% 3% 12% 16% 3% 3% 12% 17%
RC2 5% 5% 18% 32% 3% 2% 8% 13%

Avg 5% 6% 20% 30% 4% 4% 10% 16%

Table 4.4: Increase in average daily travel time and average number of vehicles used
for different values of φ compared to the unconstraint problem φ = 0.

daily travel time daily vehicles used

Inst P=1 P=2 P=3 P=4 P=1 P=2 P=3 P=4

C1 4% 9% 15% 22% 0% 0% 1% 1%
C2 9% 16% 23% 29% 2% 6% 8% 12%
R1 1% 4% 6% 10% 2% 3% 6% 8%
R2 0% 5% 8% 14% 8% 11% 14% 16%
RC1 0% 3% 5% 7% 3% 4% 6% 8%
RC2 3% 7% 13% 17% 4% 4% 4% 6%

Avg 3% 7% 11% 16% 3% 5% 7% 9%

Table 4.5: Increase in average daily travel time and average number of vehicles used
for different values of P compared to the unconstraint problem P = 0.

The increase in daily travel time and number of vehicles is approximately linear in the

number of past arrival times P . When the value of φ is increased, there is a jump in

the cost from φ = 0.4 to φ = 0.6. This confirms the finding that for low values of φ

and P , the impact on the cost is low, but it increases rapidly for higher values of the

inconsistency parameters.

4.7 Conclusions and future research

Sufficiently unpredictable routes are required for the transport of valuable goods and for

security patrolling. Accordingly, there is a growing interest in designing unpredictable

routes (Calvo and Cordone [2003], Yan et al. [2012], Michallet et al. [2014], Talarico

et al. [2015a]). The current study presents a novel method to diversify the arrival times

of customers and to minimize transportation costs. The arrival times are diversified by

removing the previous arrival times with surrounding bandwidth ε from the solution

space. This results in a set of multiple time windows available to serve each customer.

Therefore, the problem is formulated as a vehicle routing problem with multiple time
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windows that is solved in a rolling horizon of one day. As no periodic setting or

computationally intensive penalty function is used, the proposed approach is easier,

more efficient, and more powerful than existing methods such as that in Michallet

et al. [2014]. The IGTS proposed to solve the routing problem obtained new best-

known solutions for all benchmark instances in Michallet et al. [2014]. The average

improvement in total distance was 29% and the computational time decreased by 93%.

Furthermore, because waiting times are not allowed for the problem under consid-

eration, a method was proposed to efficiently determine if a route is time window

feasible. To allow time window violations during the local search, four different penalty

functions were proposed and compared in terms of solution quality and computational

time. Finally, computational experiments on a real-life instance quantified the trade-off

between arrival time diversification and transportation costs.

Following Yan et al. [2012], the proposed model can be extended by making εi period-

dependent, so that εi decreases for arrival times further away in the past. Furthermore,

the number of previous arrival times taken into account can also be allowed to deviate

per customer. For example, if a customer is rarely visited, then fewer previous arrival

times should be taken into account. These extensions influence only the number of

intervals and the length of the multiple time windows; they do not change the proposed

problem or solution method.

In theory, the periodic setting of Michallet et al. [2014] should obtain a better solution,

as the solution space is larger. Therefore, it would be interesting to extend the proposed

approach to a periodic setting. As route unpredictability is a relatively new area of

research, there are several other topics to be considered in the future, e.g., congestion

could be incorporated, or order and arrival time diversification could be combined in

one approach. An other practical way to avoid waiting time in a route is to drive a

detour. This would require multiple routes to the same destination which changes the

problem structure in a vehicle routing problem on a multi graph, which would be a

nice option for future research.
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